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Bayesian Inference & Celestial Mechanics
Laplace’s “inverse probability” assessment of the
accuracy of an estimate of MSaturn/M⊙:

I find that it is a bet of 11,000 against one that the

error in this result is not 1
100

of its value.

Current pdf

(500x narrower)
Laplace's  pdf

From Théorie Analytique des Probabilités and Essai Philosophique

sur les Probabilités (1825)
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20th century: Minor planets

• Muinonen & Bowell 1991: Linearized Bayes for near-Earth
asteroid orbit fitting & prediction

• Bernstein & Khushalani 2000: Linearized Bayes for
trans-Neptunian object orbit fitting

21st century: Extrasolar planets

• Loredo & Chernoff 2000, 2003: Kepler periodogram, posterior
sampling, adaptive scheduling (motivated by SIM)

• Cumming 2004: Kepler periodogram (public RV data)

• Ford, Gregory 2005: Random-walk and parallel tempering
MCMC

• Balan & Lahav 2008: Approximate adaptive MCMC



New Work

Exoplanet inference & design

• Astronomers: David Chernoff, TJL

• Statisticians: Merlise Clyde, Jim Berger, Bin Liu, Jim Crooks

SIM astrometry + RV double-blind excercise

• SIM EPIcS key project team

Resonant planet detection with SIM

• Eric Ford, Pengcheng Guo, Althea V. Moorhead, Matthew
Payne, Dimitri Veras, TJL

Report of work very much in progress!



This Talk’s Emphasis: Adaptive Scheduling

Prior information & data Combined information

Interim

Strategy New data Predictions Strategy
Observ’n Design

Inference

results

Bayesian inference + Bayesian decision theory + Information theory

(Plus some computational algorithms. . . )
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Finding Exoplanets via Stellar Reflex Motion

All bodies in a planetary system orbit wrt the system’s center of
mass, including the host star:

Astrometric Method
Sun’s Astrometric Wobble from 10 pc
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Radial Velocity (RV) Method
Doppler Shift Along Line-of-Sight



Most Productive: Radial Velocity Technique
Vast majority of currently known exoplanets found using RV method:



Exoplanet Census as of May 2010

Radial velocity: 422 planets
Transit: 79 planets
Microlensing: 10 planets
Imaging: 12 planets
Pulsar timing: 9 planets
Total: 453 planets

385 systems

46 multiples

Data from:
The Extrasolar Planets Encyclopaedia (Jean Schneider, CNRS-LUTH, Paris Observatory)
Planet Quest New Worlds Atlas (JPL)



Population Properties
California-Carnegie search of ∼1300 FGKM stars

How many stars have planets?

“Elephant in the room” — What about the non-detections?



What are the orbits like?

Plots ignore uncertainties & strong selection effects!



Future Exoplanet Searches

Ground-based

Many ongoing RV searches, Keck interferometer, Large
Binocular Telescope Interferometer

LBT in Arizona



Space-based: Kepler (March 2009)

• Hi-precision (0.01%) photometry for transits

• Monitor 105 stars over 3.5 yr out to 1 kpc

• Will find dozens of M-star Earths if they are common

• Unable to find long-period planets



Space-based: Gaia (2012)

• Recall Francois Mignard’s talk!

• All-sky survey of 109 objects

• Astrometry: 10 µasfor V < 13, 25 µasfor V ≈ 15

• Also photometry, spectra, RV



Space-based: Space Interferometry Mission (SIM Lite; 2016?)

• First space-based interferometer; 5–10 yr mission; correlated
RV campaigns (∼15–20 yr)

• ∼300 pm (≈ 6a0!) laser metrology over 6 m baseline

• EPIcS T1: Hi-precision (1 µarcsec) astrometry of ∼250
nearby stars, 5–10 yr

• EPIcS T2: Precision (3 µarcsec) astrometry of ∼2000 stars







http://planetquest.jpl.nasa.gov/SIM/multimedia/videosAnimations/

http://planetquest.jpl.nasa.gov/SIM/multimedia/videosAnimations/


Targeted Observations: Optimize!

Ground-based observers and SIM perform targeted observations.

Cutting-edge spectroscopy and astrometry must manage scarce,
costly resources:

• Ground-based observers compete with other projects for time

• SIM observations are ≈ $104/sample; relatively few stars may
be studied

We need to make the most of limited observing resources!
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Parameters for an Orbit — Single Planet

ea

a

υ
r

E

M

A

C

P

F

L

H

Size & shape: semimajor axis a, eccentricity e
Orientation: 3 Euler angles, i , ω, Ω
Time evolution: period τ , origin M0

Center-of-mass position & velocity

RV parameters: semi-amplitude K (a, e, τ), τ , e, M0, ω, COM velocity v0

Ultimate goal: multiple planets, astrometry → dozens of parameters!



Keplerian Radial Velocity Model

Parameters for single planet

• τ = orbital period (days)
• e = orbital eccentricity
• K = velocity amplitude (m/s)

• Argument of pericenter ω
• Mean anomaly at t = 0, M0

• Systemic velocity v0

Keplerian reflex velocity vs. time

v(t) = v0 + K (e cosω + cos[ω + υ(t)])

True anomaly υ(t) found via Kepler’s equation for eccentric

anomaly:

E (t) − e sinE (t) =
2πt

τ
− M0; tan

υ

2
=

(

1 + e

1 − e

)1/2

tan
E

2

A strongly nonlinear model!



Know Thine Enemy: Likelihood Slices

di = v(ti ; θ) + ǫi ⇒ L(θ) ∝ exp

[

−1

2
χ2(θ)

]

(include jitter)

Bayesian calculations must integrate over θ.



Conventional RV Orbit Fitting

Analysis method: Identify best candidate period via periodogram;
fit parameters with nonlinear least squares/min χ2

System: HD 3651

P = 62.23 d

e = 0.63

m sin i = 0.20 M_J

a = 0.28 AU 

Fisher et al. 2003



A Variety of Related Statistical Tasks

• Planet detection — Is there a planet present? Are multiple
planets present?

• Orbit estimation — What are the orbital parameters? Are
planets in multiple systems interacting?

• Orbit prediction — What planets will be best positioned for
follow-up observations?

• Population analysis — What types of stars harbor planets?
With what frequency? What is the distribution of planetary
system properties?

• Optimal scheduling — How may astronomers best use
limited, expensive observing resources to address these goals?



Challenges for Conventional Approaches

• Multimodality, nonlinearity, nonregularity, sparse data →
Asymptotic uncertainties not valid

• Reporting uncertainties in derived parameters (m sin i , a) and
predictions

• Lomb-Scargle periodogram not optimal for eccentric orbits or
multiple planets

• Accounting for marginal detections

• Combining info from many systems for pop’n studies

• Scheduling future observations



Scientific Goals ⇐⇒ Bayesian Methodology

• Improved system inferences — Detection (marginal
likelihoods, Bayes factors), estimation (joint & marginal
posteriors), prediction (posterior predictive dist’ns)

• Improved population inferences — Propagate system
uncertainties (including detection uncertainties and selection
effects) to population level (hierarchical/multi-level Bayes)

• Optimal, adaptive scheduling — Plan future observations
to most quickly reduce uncertainties (Bayesian experimental
design)

All of these tasks are tightly integrated
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Naive Decision Making

A Bayesian analysis results in probabilities for two hypotheses:

p(H1|I ) = 5/6; p(H2|I ) = 1/6

Equivalently, the odds favoring H1 over H2 are

O12 = 5

We must base future actions on either H1 or H2.

Which should we choose?

Naive decision maker: Choose the most probable, H1.



Naive Decision Making—Deadly!

Russian Roulette

H1 = Chamber is empty; H2 = Bullet in chamber

What is your choice now?

Decisions should depend on consequences!

Unattributed JavaScript at http://www.javascriptkit.com/script/script2/roulette.shtml

http://www.javascriptkit.com/script/script2/roulette.shtml


Experimental Design as Decision Making

When we perform an experiment we have choices of actions:

• What sample size to use

• What times or locations to probe/query

• Whether to do one sensitive, expensive experiment or several
less sensitive, less expensive experiments

• Whether to stop or continue a sequence of trials

• . . .

We must choose amidst uncertainty about the data we may obtain
and the resulting consequences for our experimental results.

⇒ Seek a principled approach for optimizing experiments,
accounting for all relevant uncertainties.



Bayesian Decision Theory

Decisions depend on consequences

Might bet on an improbable outcome provided the payoff is
large if it occurs and/or the loss is small if it doesn’t.

Utility and loss functions

Compare consequences via utility quantifying the benefits of a
decision, or via loss quantifying costs.

Utility = U(a, o)

Choice of action (decide b/t these)

Outcome (what we are uncertain of)

Loss L(a, o) = Umax − U(a, o)



Russian Roulette Utility

Outcomes

Actions Empty (click) Bullet (BANG!)

Play $6,000 −$Life
Pass 0 0



Bayesian Decision Theory

Uncertainty & expected utility

We are uncertain of what the outcome will be
→ average over outcomes:

EU(a) =
∑

outcomes

P(o| . . .)U(a, o)

The best action maximizes the expected utility:

â = arg max
a

EU(a)

I.e., minimize expected loss.

Axiomatized: von Neumann & Morgenstern; Ramsey,
de Finetti, Savage



Russian Roulette Expected Utility

Outcomes

Actions Empty (click) Bullet (BANG!) EU

Play $6,000 −$Life $5000−$Life/6
Pass 0 0 0

As long as $Life > $30, 000, don’t play!



Bayesian Experimental Design
Actions = {e}, possible experiments (sample sizes, sample
times/locations, stopping criteria . . . ).

Outcomes = {de}, values of future data from experiment e.

Utility measures value of de for achieving experiment goals,
possibly accounting for the cost of the experiment.

Choose the experiment that maximizes

EU(e) =
∑

de

p(de | . . .)U(e, de)

To predict de we must consider various hypotheses, Hi , for the
data-producing process → Average over Hi uncertainty:

EU(e) =
∑

de





∑

Hi

p(Hi | . . .)p(de |Hi , . . .)



 U(e, de)



A Hint of Trouble Ahead

Multiple sums/integrals

EU(e) =
∑

de





∑

Hi

p(Hi |I )p(de |Hi , I )



 U(e, de)

Average over both hypothesis and data spaces

Plus an optimization

ê = arg max
e

EU(e)



Information-Based Utility

Many scientific studies do not have a single, clear-cut goal.

Broad goal: Learn/explore, with resulting information made
available for a variety of future uses.

Example: Astronomical measurement of orbits of minor planets or
exoplanets

• Use to infer physical properties of a body (mass, habitability)

• Use to infer distributions of properties among the population
(constrains formation theories)

• Use to predict future location (collision hazard; plan future
observations)

Motivates using a “general purpose” utility that measures what is
learned about the Hi describing the phenomenon



Information-Based Utility

Utility = information I[Hi |de , I ] in p(Hi |de , I ):

U(e, de) =
∑

Hi

p(Hi |de , I ) log [p(Hi |de , I )]

Design to maximize expected information.
Dennis Lindley (1957); José Bernardo (1979)

Expected Information

EI(e) =
∑

de

p(de |I )I[Hi |de , I ]

=
∑

de

∑

Hi

p(Hi |I )p(de |Hi , I )

×
∑

H′
i

p(H ′

i |de , I ) log
[

p(H ′

i |de , I )
]

Yikes!



MaxEnt Sampling for Parameter Estimation

Setting: We have specified a model, M, with parameters θ.

We have current data D → current posterior p(θ|D,M).

Choose experiment producing new data de so we expect
p(θ|de ,D,M) to be most informative. Identities + a property of
the Gaussian noise likelihood →

→ EI(e) = Const −
∫

dde p(de |D, I ) log p(de |D, I )

= Const + Shannon entropy of predictive

Maximum entropy sampling.
(Sebastiani & Wynn 1997, 2000)

To learn the most, sample where you know the least.

In this setting we are saved one layer of integrations!



A Straightforward Algorithm
Assume we have posterior samples θi ∼ p(θ|D, M)

Evaluating predictive dist’n:

p(de |D,M) =

∫

dθ p(θ|D,M) p(de |θ,M)

→ p̂(de) =
1

Nθ

Nθ
∑

i=1

p(de |θi ,M)

Sampling predictive dist’n:
θi ∼ p(θ|D,M)
de,j ∼ p(de |θ,M)

Entropy of predictive dist’n:

H[de |D,M] = −
∫

dde p(de |D,M1) log p(de |D,M)

≈ − 1

Nd

Nd
∑

j=1

log p̂(de,j)



Bayesian Adaptive Exploration

Prior information & data Combined information

Interim

Strategy New data Predictions Strategy
Observ’n Design

Inference

results

• Observation — Gather new data based on observing plan

• Inference — Posterior sampling

• Design — Use samples to calculate predictive dist’n, entropy



Locating a bump
Object is 1-d Gaussian of unknown loc’n, amplitude, and width.
True values:

x0 = 5.2, FWHM = 0.6, A = 7

Initial scan with crude (σ = 1) instrument provides 11 equispaced
observations over [0, 20]. Subsequent observations will use a better
(σ = 1/3) instrument.



Cycle 1 Interim Inferences

Generate {x0,FWHM,A} via posterior sampling.



Cycle 1 Design: Predictions, Entropy
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Cycle 2: Inference, Design

Vol1/Vol2 ∼ 8
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Cycle 3: Inference, Design

Vol2/Vol3 ∼ 6
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Cycle 4: Inferences

Vol3/Vol4 ∼ 5

Inferences from non-optimal datum

Vol3/Vol4 ∼ 2.5



Simulated Exoplanet RV Data Example

Simulate data with “typical” Jupiter-like exoplanet parameters:

τ = 800 d e = 0.5 K = 50 ms−1

Prior “setup” stage specifies 10 equispaced observations.



Interim Inference Step

Generate {τj , ej ,Kj} via posterior sampling.



Design Step: Predictions, Entropy
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Evolution of Interim Inferences
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Computational Tasks

Posterior sampling

Draw {θi} from

p(θ|D,Mp) =
π(θ|Mp)L(θ)

Z
≡ q(θ)

Z

An “oracle” is available for q(θ); Z is not initially known.
Use samples to approximate

∫

dθ p(θ|D,Mp) f (θ).

Model (marginal) likelihood computation

L(Mp) ≡ p(D|Mp) = Z =

∫

dθ q(θ)

Information functional computation

I[Hj ] =
∑

j

p(Hj ) log p(Hi ) (over θ or Mp)



Two New Directions

Bayesian periodograms + population-based MCMC

• Use periodograms to:

• Reduce dimensionality

• Create an initial population of candidate orbits

• Evolve the candidate population using interactive chains

Annealing adaptive importance sampling (SAIS)

• Abandon MCMC!

• Use sequential Monte Carlo to build importance sampler from
q(θ)

• Gives posterior samples and marginal likelihood

• Blind start (currently . . . )



Periodogram-Based Bayesian Pipeline

Data
Kepler

Periodogram

P(τ),

<e>τ, <Mp>τ

Adaptive

MCMC
{τ, e, Mp}

Importance

Weighting

Population

Analysis

Priors

Adaptive

Scheduling

Detection &

Measurement

Interim 

Priors



Differential Evolution MCMC

Ter Braak 2006 — Combine evolutionary computing & MCMC

Follow a population of states, where a randomly selected state is
considered for updating via the (scaled) vector difference between
two other states.

Proposal

Candidate for update

Proposed displacement

Behaves roughly like RWM, but with a proposal distribution that
automatically adjusts to shape & scale of posterior

Step scale: Optimal γ ≈ 2.38/
√

2d , but occassionally switch to
γ = 1 for mode-swapping



Differential Evolution for Exoplanets

Use Kepler & harmonic periodogram results to define initial
population for DEMC.

Augment final {τ, e,M0} with associated {K , ω, v0} samples from
their exact conditional MVN distribution.

Advantages:

• Only 2 tuning parameters (# of parallel chains; mode swapping)
• Good initial sample → fast “burn-in”
• Updates all parameters at once
• Candidate distribution adapts its shape and size
• All of the parallel chains are usable
• Simple!



Results for HD 222582
24 Keck RV observations spanning 683 days; long period; hi e

Reaches convergence dramatically faster than PT or RWM, with
only one tunable parameter (pop’n size — unexplored here!)

Conspiracy of three factors: Reduced dimensionality, adaptive
proposals, good starting population (from K-gram)



Importance sampling

∫

dθ φ(θ)q(θ) =

∫

dθ φ(θ)
q(θ)

P(θ)
P(θ) ≈ 1

N

∑

θi∼P(θ)

φ(θi )
q(θi)

P(θi )

Choose Q to make variance small. (Not easy!)

(x)!

x

Q*(x)
P*(x)

P(x)
q(x)

Can be useful for both model comparison (marginal likelihood
calculation), and parameter estimation.



Building a Good Importance Sampler
Estimate an annealing target density, πn, using a mixture of
multivariate Student-t distributions, qn:

qn(θ) = [q0(θ)]1−λn × [q(θ)]λn , λn = 0 . . . 1

Pn(θ) =
∑

j

MVT(θ;µn
j ,S

n
j , ν)

Adapt the mixture to the target using ideas from sequential Monte
Carlo.

Initialization

q
(θ

)

θ θ

Target

Annealed target

Initial IS mixture

Initialization

q
1
(θ

)



Sample, weight, refine
q
0
(θ

)

θ

Sample & calculate weights

θ

Refine IS:  EM + Birth/Death

Overall algorithm

{θi, wi}

AnnealTarget

Design Sample

q1

Adapt P1

q0

P0

AAIS Step

Anneal

Sample

q2



2-D Example:

Many well-separated correlated normals
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d.o.f.=5; weights vary
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Observed Data:
HD 73526 (2 planets)

Data and RV Curve for 2-Planet Fit
Periods:  188 d, 377 d (weakly resonant)

1-D and 2-D Marginals for Orbital Parameters
(longer-period planet)

Bayes factors:
1 vs 0 planet:  6.5x106

2 vs 1 planet(s):  8.2x104

Sampling efficiency of final mixture ESS/N ≈ 65%



For the Future

Several loose ends to tie and other directions to explore to build a
practical, robust pipeline:

• Extend to multiple planets, astrometry data (in progress)

• Explore other adaptive MCMC algorithms

• Explore other marginal likelihood algorithms

• Adaptive scheduling: Model selection & total entropy —
much harder!

• Analyze data with marginal detections

• . . .
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